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I. INTRODUCTION

The rapid advancement of autonomous mobility has motivated innova-
tion in various domains, including the development of self-driving vehicles
for motorsport competitions. Formula Student, a renowned global platform
for engineering students, presents a unique challenge: to create autonomous
racing vehicles that can navigate both known and unknown environments
while sticking to competition regulations.

A. Formula Student

Formula Student is a global engineering competition that challenges
university students to design, build, and race formula-style cars. Hosted
by organizations like Formula Student Germany (FSG) and the Society of
Automotive Engineers (SAE), it provides a practical platform for applying
theoretical knowledge. Teams from universities worldwide compete to
construct high-performance, open-wheel race cars. In addition to traditional
races with human drivers, there is the Formula Student Driverless category,
where teams develop autonomous race cars. The Driverless Cup focuses ex-
clusively on self-driving vehicles, challenging teams to create autonomous
race cars capable of navigating racetracks and adhering to regulations with-
out human intervention. This requires the use of cutting-edge technologies
such as sensor fusion, computer vision, machine learning, and advanced
control systems. The Driverless Cup promotes innovation in autonomous
vehicle technology, serving as a bridge between academic research and
real-world applications. It provides a unique test bed for developing safe
and efficient autonomous driving algorithms in high-performance racing
environments. Recently, the Driverless Cup has gained significant attention
among students, researchers, and industry professionals, contributing to
the advancement of autonomous vehicle technology and educating future
experts in the field.

B. Motivation and Research Objectives

The primary aim of this project is to advance autonomous driving
systems in high-performance contexts by evaluating SLAM-based systems
for Formula Student vehicles. This research addresses the demand for
efficient and safe autonomous technologies in competitive environments
and promotes innovation and knowledge transfer.

II. PROBLEM STATEMENT

The challenge of simultaneous localization and mapping (SLAM) has
been a fundamental pursuit in robotics since the mid-1980s. It involves
two key tasks: determining the robot’s position in a given environment
(localization) and constructing a map of that environment.

Localization hinges on estimating the robot’s position through sensor
observations and odometry. For instance, laser sensors can provide distance
measurements to nearby obstacles, while radar or camera sensors may
detect specific objects like trees. Effective localization relies on having a
reliable map of the environment.

Mapping, on the other hand, entails creating a map of the environment
based on sensor data. Each sensor reading must be associated with a known
robot location to generate an accurate map.

The interdependence of localization and mapping is evident: without
a map, accurate localization is challenging, and without localization,
mapping accuracy suffers. Hence, the fusion of localization and mapping
poses a common challenge in robotics.

A. Localization

To solve the localization problem, we aim to derive a sequence of robot
poses xi1.7 given odometry readings ui.7, observations zi.r, and map
m. Each robot pose x; comprises its position and orientation in a two-
dimensional environment, represented as x; = (z, v, 0)” .

The localization problem can be categorized into position tracking
and global localization. In position tracking, the robot’s initial pose is
known, and the objective is to update this pose with new measurements.
Conversely, during global localization, the robot’s initial pose is unknown,
and its estimation relies solely on observations of the surroundings. Since
SLAM assumes an unknown map, the robot’s pose can be initialized as
x; = (0,0,0)T.

Although updating the pose with known starting pose and odometry
readings may seem straightforward, it often proves challenging in practice.
Many robots lack sensors for direct pose measurement, necessitating pose
estimation using a motion model based on odometry data. This model
incorporates various measurements such as robot speed, distance travelled,
and angular velocity obtained from different sensors at different times.
Due to imperfections in sensor data and measurement uncertainties, pose
estimation based solely on odometry leads to the accumulation of noise
over time, causing deviation from the true pose. Hence, correction of the
pose based on observations and their correlation with the map becomes
necessary.

B. Simultanous Localization and Mapping

The combination of the localization problem with simultaneous mapping
of the environment in which we are located is known as a problem
of simultaneous localization and mapping (SLAM). This is one of the
fundamental problems of robotics. The SLAM problem occurs when the
robot does not know its pose or the map of the environment in which
it moves, and the only information available is observations zi.7 and
odometry readings wi.7. Based on this information, we want to create
a map m of the environment and designate the robot’s route xi.7.

This is where the greatest difficulty of simultaneous localization and
mapping becomes apparent. Both problems are closely dependent on each
other. For localization, you need a map, and for mapping, you need a
current location. The SLAM problem can be compared to the chicken
and egg dilemma; one cannot exist without the other. If errors are made
during mapping, they will affect the location. Not only that, the robot
will be located on an incorrect map, which will additionally affect the
association of observations with the map, leading to incorrect estimations.
Thus, the map and location estimation will quickly deviate from reality.
The situation is analogous the other way around. Without good localization
and estimation of the robot’s current pose, it is impossible to create a good
map. High pose noise results in poor map estimation, which in turn affects
even poorer pose estimation. The quality of the robot’s equipment therefore
directly affects the quality of mapping and localization. More accurate
sensors allow for more accurate estimation. An equally well-selected model
of traffic and its appropriate integration allows for minimizing location
noise, thus improving the accuracy of the map (Figure II.1).

The SLAM problem can be divided into two types. The first is Online
SLAM, in which we are interested in the robot’s route, only its current
pose:

p(x¢, m|Z1:¢, U1st) (I1.1)

With this approach, we estimate the position based on the data that is
valid at time ¢, hence the term "online" in the name. Many algorithms
solving the online SLAM problem discard data that is already processed
and only focus on updating the status based only on new data. A graphical
model for Online SLAM is presented in Figure I1.2.

The second type, Full SLAM, is more general, the goal is to mark the
entire track vehicle, i.e., the full history of poses. This means determining
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Fig. II.1. Example of map dependence on location. The white robot positions
correspond to the real ones, and the grey ones are estimated. Yellow stars correspond
to the actual positions of map elements, while grey ones correspond to estimated
positions. [1]

Fig. I1.2. Graphical model of online SLAM, having the map m, the measurements
z, and the controls u. The goal of localization is to estimate a posterior over the
current robot pose variables x and the map. [2]

a common posterior probability distribution, based on the received data,
for the entire path x1.:

p(X1:t, M|Z1:4, Uit 1.2)

Therefore, we want to update the map history based on newly received
data that may affect previous path poses. A model representing the
full SLAM problem is presented in the figure II.3. This change has
consequences in the type of algorithms that can be used. There is a problem
with online SLAM, in particular, the result of integrating the previous
poses from the full SLAM problem that are calculated one at a time when
receiving new data:

p(X¢,m|Z1:4, U1) = /.../p(xl;t,m|z1;t, Ui:) dx¢—1 ... dx2dx)
(IL.3)

Depending on the environment and available sensors, the representation
of the map in robotics can vary between an occupancy grid (grid-based)
or a feature-based map. Each type has its advantages and disadvantages,
and the choice depends on the purpose of the mapping.

For applications where the goal is to create a more analogue repre-
sentation, defining the boundaries of the robot’s movement space, the
occupancy grid approach is optimal. This approach is suitable for tasks
such as room mapping by an autonomous vacuum cleaner. In an occupancy
grid, occupied spaces (e.g., walls or cabinets) are assigned values different
from those of free areas where the robot can move. These grid cells need
not be completely filled; uncertainty in occupancy levels can be represented
by partially filled cells.

Fig. I1.3. Model of the full SLAM problem. The goal is to compute a joint posterior
over the whole path of the robot and the map [2]

Fig. I1.4. Comparison of a map based on the occupancy grid (left side) to a map
of landmarks (right side). [1] ©OE. Nebot

Alternatively, if the robot is tasked with mapping specific objects (e.g.,
trees) within a discrete space, a feature-based map is preferable. Such a
map consists of a list of elements and their positions in space. Although
this approach does not allow for the mapping of continuous wall elements,
it simplifies working with discrete data. Figure I1.4 illustrates the difference
between these two approaches.

C. SLAM problem in Formula Student

In the domain of autonomous racing within Formula Student competi-
tions, one of the primary challenges lies in establishing an accurate map
representation of the track environment and precisely localizing vehicles
on that map. Unlike conventional racing events, Formula Student compe-
titions do not furnish participant teams with detailed track maps. Instead,
teams are provided with foundational track specifications, necessitating the
construction of the track from these basic guidelines.

Formula Student, governed by regulations from FS Germany, features
four autonomous dynamic competitions. Skidpad and Acceleration con-
tribute to overall scoring for all participating EV teams, while Autocross
and Trackdrive form the optional Driverless Cup exclusively for au-
tonomous vehicles. Track boundaries are designated by road cones, with
blue and yellow cones marking the left and right edges respectively,
supplemented by painted lines on the asphalt. Orange cones facilitate time
measurement.

Skidpad and Acceleration competitions feature well-defined tracks with
set regulations. Skidpad involves navigating an eight-shaped track for four
laps — two clockwise and two counterclockwise. Acceleration focuses on
achieving maximum velocity along a 75-meter linear section II.5. While
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Fig. II.5. Technical regulations of Driverless Cup tracks: Top left - Acceleration;
Below - Trackdrive and Autocross; Right - Skidpad

it may seem sufficient to adhere to the regulatory mandate of locating
the prescribed map, achieving this task is not without its complexities.
Despite possessing a clear understanding of the track’s layout, generating
an accurate map for precise car localization presents notable challenges.
Notably, the manual placement of cones introduces potential disparities
in their positions compared to regulatory specifications. Moreover, the
absence of precise dimensions for the area where the car is expected to
conclude the competition further complicates matters. These formidable
challenges underscore the necessity of incorporating a SLAM module,
which, surprisingly, proves to be equally demanding or even simpler than
navigating within an ambiguously defined map.

Conversely, Driverless Cup competitions like Autocross and Trackdrive
offer less precisely defined tracks. While regulations provide constraints,
there’s more flexibility. Teams are prohibited from mapping the track before
runs, as per Formula Student regulations (D6.4.1 [3]) and that is why a
reliable and accurate real-time SLAM algorithm is required.

Another significant consideration is the challenge of closing loops, which
involves revisiting areas of the map that have already been mapped. In
the context of the Acceleration competition, loop closure is relatively
straightforward since the car continuously moves forward without retracing
its path. While the SkidPad presents a slightly more intricate scenario, loop
closure typically occurs accurately due to the confined area of movement,
facilitating encounters with previously mapped elements.

However, in the Autocross and TrackDrive competitions, spanning
expansive tracks, the infrequent or nonexistent encounters with previously
mapped cones pose a significant challenge. In some cases, loop closure can
only occur upon completing a lap. If mapping errors accumulate prior to
loop closure, it can result in erroneous closures or failure to close the loop.
This dependency creates a critical requirement for an exceptionally precise
traffic model, minimizing noise and mapping inaccuracies to prevent the
rapid propagation of errors in the map.

To mitigate this challenge, the SLAM module must operate seamlessly
in real-time alongside numerous other modules on the autonomous sys-
tem’s controlling computer, such as the NVIDIA Jetson Xavier AGX
(Appendix B), tailored specifically for autonomous vehicle applications.
Despite satisfactory performance, the SLAM module typically operates
within limited resource constraints, emphasizing the paramount importance
of achieving optimal performance. Based on the AMZ Driverless au-
tonomous system paper [4] and literature overview the research is focused
on the Kalman filter, particle filter and least squares approaches for the
SLAM problem.

D. Motion and observation models

The robot pose z: results from the previous pose x:—1 and the control
u that the robot performed. The robot’s current pose can be written as a
probabilistic function:

p(we | Te—1,ut)

This feature is called the motion model. It describes how controlling the
robot affects its position on the map. Additionally, the motion model
describes how noise in the control affects uncertainty in the robot’s pose
estimation. Noise in control may be measurement uncertainties of sensors
that tell what is happening with the robot. For example, let’s assume that
the robot’s orientation is determined using a gyroscope. Depending on
how good the gyroscope the robot is equipped with, the uncertainty of the
determined pose will be greater or less.

In the case of the student formula, since the robot is a racing car, the
motion model is based mainly on the processing of data from inertial
sensors and vehicle odometry. The motion model cannot be described
as a list of control commands for the car that are associated with some
inaccuracy. This is due to the limited freedom of movement of the racing
car. For example, a car cannot turn ninety degrees to the right while
standing still. Although in theory defining a control system that would
accept this type of command is possible, a better solution is to base the
motion model on the estimation of the car’s state based on inertial sensors
and odometry. In this work, the motion model uses motion estimation
based on the Extended Kalman Filter (EKF). The Extended Kalman Filter
is a well-known and commonly used estimator in robotics for slightly
non-linear processes with Gaussian noise. The estimator itself is not a
separate module of the autonomous system and is developed separately
from the simultaneous localization and mapping module, therefore its
implementation will not be described in detail in this work. The vehicle
motion estimator gives the state vector:

s = [vz vy W Gy ay}TER5 (I1.4)

where v = (v, vy)7 are the vehicle speeds, w is the yaw rate, and
a = (az,ay)7 are the linear accelerations. The motion estimator is based
largely on the implementation in [4], excluding the estimation of tyre slip
angles. The motion estimator uses inertial sensors such as an accelerometer,
gyroscope, GNSS/INS (inertial-assisted satellite positioning), and wheel
speed odometry to determine the state vector. The SLAM module uses the
state vector to implement the motion model. Using the state vector and the
old pose, a new pose is determined along with the appropriate estimation
uncertainty. Since the state estimator is based on the Extended Kalman
Filter, which performs sensor fusion, uncertain measurement capacity is
significantly reduced. The use of EKF allows data from different sensors
to complement each other, making the movement model significantly more
accurate than if the position was determined using data from one sensor.

After updating the robot’s pose using the motion model, the map and
location, which depends on the map, must be updated. The map is updated
thanks to the observations received from the perception module:

Zy = [Tt Pt kt]Tz (L5)

where r; is the distance, ¢ is the angle to the observed cone, k: is
the color of this cone, and ¥ = (0'7« O}p)T describes the measurement
uncertainties of the observations. In other words, it is a representation of
the position of the observed cone relative to the vehicle using a polar
coordinate system. Such representation observation is dictated by how the
perception system determines the position of the observed cones. It also
allows for easy definition of measurement uncertainties when integrating
the model in SLAM algorithms. If Cartesian coordinates were used instead
of polar coordinates, this would require including a coordinate covariance
matrix with the measurement. Integration of data presented in this way
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in SLAM algorithms is more difficult than in the case of a model with
polar coordinates. When integrating the observations provided by the
perception module through SLAM, you need to associate the data, i.e.,
decide which of the already mapped cones a given observation corresponds
to. The observation may also not correspond to any of the previously
mapped cones, but to a completely new cone that needs to be added to
the map. Incorrect association of observations to the cone may result in
map estimation diverging from reality, therefore appropriate association is
critical for the proper operation of the SLAM algorithm. Two parameters
are available to make the association: the cone’s coordinates and its color.
This does not allow for associations based on some unique feature of
each map element. For this reason, it was decided to use associations
based on the distance to the nearest mapped cone. If the distance from
the observation to the nearest cone is smaller than the set threshold,
the observation is associated with this cone. If the distance exceeds the
threshold, the observation corresponds to a new cone.

The color contained in the observation is another attribute that can
be used for association. Rejecting association cones based on color is
risky, however, because there is no guarantee that the color determined
on the first observation is correct. Therefore, color should be considered a
possible aid if multiple cones were at a similar viewing distance. This data
association problem makes the SLAM problem under consideration the so-
called SLAM with unknown correspondences. Observations are determined
by the perception module using two stereoscopic cameras and LiDAR.
Such redundancy allows the perception module to operate, without which
it would not be possible to map the environment, even if one of the sensors
fails. A single failure will lead to an increase in measurement uncertainty,
but it will mean failure of the entire passage.

E. Extended Kalman Filter

The previously mentioned Extended Kalman Filter (EKF) is one of
the basic tools used by many SLAM algorithms. The Extended Kalman
Filter has been considered a standard tool for nonlinear state estimation
in robotics for many years. It is also widely used in satellite navigation
systems, economics, computer vision, and many other fields. To understand
how the Extended Kalman Filter works, you first need to understand the
Kalman Filter. The Kalman Filter is an estimator for linear noisy states with
a Gaussian distribution (normal distribution). Moreover, it is the optimal
estimator for such a case. If the given problem is linear in nature, it will
not work better to estimate its state than using the Kalman Filter.

The Kalman filter assumes that the state x; is determined according to:

Tt = ArTi—1 + Brug + € (IL.6)

where A; is the state transition model, B; is the observation model, and
€ is the process noise. The noise of the process €; is assumed to come
from a multivariate normal distribution with expected value p = 0 and
covariance R;.
€t N~ N (0, Rt)

The matrices A;, B¢, and Q; do not have to be constant and can change
with each ¢. For each state ¢, the expected observation z; is determined
according to:

zZt = Ct$t 4+ 6,5 (H7)

where C; is the observation model and J; is the observation noise, which,
similarly to process noise, comes from a multivariate normal distribution
with expected value ; = 0 and covariance Q);.

6t ~ N (0, Q1)

Equation II.6 describes the process model for the probability P(z: |
ut, Tt—1), which is determined by inserting equation IL.6 into the definition
of the multivariate normal distribution. We proceed analogously with

equation II.7, which describes the model of predicted observation for
probability P(z: | x).

p(Te | g, 1) =

exp (_%(Z’t - Atﬂ?t—l - BtUt)TRgl(l’t — Atl‘t_l — Btut)) (HS)
(2m)"| Ry
_ 1 _ C T H—1 _ C
pla | o) = =2 (Z3(ze = Ciw) @ (20 = Cra)) (IL9)

(2m)™ Q|

Due to the fact that linear models are used in equations 1.8 and II.9 and
the input probability is normally distributed, it is guaranteed that the output
probability will also be normally distributed. If the model were not linear,
the output probability would not be normally distributed. The Kalman filter
is not able to work with a probability distribution other than normal. Hence
the limitation to linear models for the Kalman Filter. The algorithm for
calculating the probabilities from equations II.8 and IL.9 consists of two
stages. The first stage is the prediction stage, in which a priori probabilities
are determined. This allows you to predict what the model state should be
and what the observation should be, based on the current state. This is
followed by the second stage of the update. Its purpose is to update the
state estimate based on the received observations and previously calculated
predictions. For this purpose, the Kalman gain K; is used. Kalman gain
describes whether the algorithm should trust the predictions or the received
observation more.

Algorithm 1: Kalman Filter

1: Input: He—1, Y1, U, 2t
Output: p;, >
e = Agpii—1 + Brug
5= Atzt—lAtT + Ry
K, =%,CF(CECF +Q)™t
pe = it + Kt (2 - Cifit)
= (I — KiCy)Xy

NN R R

In reality, however, the vast majority of things are non-linear and do
not have a perfect normal distribution. If the model includes orientation in
any way, it will use trigonometric functions, which are non-linear and their
use spoils the Kalman Filter. If we have a motion model that includes the
robot’s orientation or observation with an included angle to the observed
object, it cannot be estimated using the Kalman Filter. This introduces a
big problem and makes the Kalman Filter fail to have practical applications
in the real world. For this reason, the Extended Kalman Filter was created,
the purpose of which is to estimate nonlinear models. It does this by locally
linearizing a nonlinear function. Thanks to this, you can use the Kalman
Filter; however, this is no longer an optimal estimation, which is the result
of the previously used linearization, which is only an approximation of the
function in a given place. Additionally, the quality of estimation using the
Extended Kalman Filter depends on the function that is linearized. The
more nonlinear it is, the worse its linearization will be, which translates
into the quality of the estimation. The linearization technique that EKF
uses is the Taylor series (first order). To linearize the function g locally,
the Taylor series uses the value and slope of g at a given point. The slope
is determined using the partial derivative

5’9(%7 mtfl)

/
Uty Tt— =
go(ut, Tt—1) Dty

Since the value and slope of g depend on the place of linearization, it
should be performed for the state that is considered the most probable at
the time of linearization. In other words, since the estimation is normally
distributed, linearization is performed on the expected value of this normal

> Prediction step

> Update step
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distribution. The state prediction (equation II.10) and predicted observation
(equation II.11) are therefore determined as follows

g(/)(utvxt—l) ~ g(ue, pe—1) + gl(ut,ut—1)($t—1 — pt—1)

(IL.10)
= g(u, pe—1) + Ge(Te—1 — pre—1
h(ws) ~ h(fie) + b () (20 — i) aL1T)
= h(fe) + He(ze — ) .
Oh(xzyt)

where G; and H; are the Jacobi matrices and hg(w) = vl
determined analogously to ¢'(u¢, z:—1). The matrix G¢ has size n X n,
which corresponds to a state vector of size n and is as follows

%91 8a1 ... B¢
dxq Oxo oz
Oz Oz oz,
Gy = (IL12)
9gn 99n 9gn
oz Oz Oxp,

Having a linear approximation of the prediction of the state and the
predicted observation, analogously to equations II.8 and II.9, the update
of the probability distribution of the state and the predicted observation
using the definition of a multivariate normal distribution is carried out in
the following linearized model.

plae | ue, xe-1) =

exp (— 5 (ze — glue, pre—1) — Ge(we—1 — pu—1))" Ry (e — glue, pe—1) — Gi(em1 — pu-1)))
V/(2m)"[Re]
(IL.13)
plze | ) =
exp (=3 (2 — h(fie) — He(we — i) " Q5 ' (20 — h(fae) — Hi(i — [ir)) (I1.14)
V2m)Q]

Linearizing the models ensures that the output probability distribution
remains normal. Without it, the output distribution would not be normal
and the Kalman Filter could not be applied. The Augmented Kalman Filter
algorithm is presented in pseudocode 2. As you can see, the differences
between the extended and regular versions of the Kalman Filter include
the use of g(u¢, ue—1) instead of Aips—1 + Biug and h(fi¢) instead of
C'fir. Additionally, instead of the A; matrix, the Jacobi matrix G, is used.
Similarly, H; is used instead of C.

Algorithm 2: Extended Kalman Filter
1: Input: Ht—1, Y1, Ut, 2t

Output: Mt Et

A = g(ut, pe—1)

Y = Gi5-1GY + Ry

Ky =S HY (HS HY + Q)™ !

pe = i + Ki(ze — h(fie))

Zt == (I - Kth)Et

A A ol

III. EKF SLAM

The basic algorithm used in robotics to solve the problem of simul-
taneous localization and mapping (SLAM) is an algorithm using the
extended Kalman filter (EKF SLAM). Maps created by EKF SLAM are
maps of orientation elements, which is part of the SLAM problem in the
context of autonomous vehicles. Additionally, in most cases, EKF SLAM
is considered for the online SLAM problem, which also fits well into
the problem solved in this work. The EKF SLAM algorithm will be first
considered to solve the SLAM problem for the RT12e car, due to its impact
on the entire literature dealing with the problem of SLAM.

> Prediction step

> Update step

The state vector estimated by the extended Kalman filter for the SLAM
problem contains the vehicle’s pose and the map. A map is a list of
landmark positions. This means that the normal distribution of the state
probability has 3 4+ 2n dimensions and is presented as follows:

z [ Ouy Tap Oemy .
Y Tyz Tyy Tyo Tymia
6 Tox Toy 7] Tomy .

mig Omypz  Omiey Omi6 Omyami,

S 2= om,

ye Omiyy  Omi,0 Omy,mi.

Mz Omp oz Ompzy
My Omnyz  OTmp yy

Omp ol Omp omy,
Omy g6 Omy ymi o

Since the above notation is very complex, the simplified notation is

clearer:

T . .

where z = (x y 6) is the current pose of the vehicle, and m =

T . .

(mLz mi,y Mz mnyy) is the map. The matrices 3., and
3 mm are the covariance matrices for pose and map, respectively. .., and
Ymz describe the relationship between the pose and the map.

Before starting localization and mapping with EKF SLAM, the state
vector po and the covariance matrix Yo need to be initialized. The vehicle

. T P

pose is assumed to be (0 0 O) and all map elements have infinite
variance o,, = oo. This is a simplification for presenting the operation
of the algorithm; in practice, map elements are added to the matrix when
they are first observed.

0 0 0 O 0
0 0 0 O 0
0 0 0 O 0
mo=10], 20=|0 0 oo 0
0 o 0 0 -+ o

The purpose of the Kalman filter prediction stage in this case is to
update the robot’s pose based on the current condition of the vehicle.
The vehicle condition is also determined using an extended Kalman filter,
which enables the connection of SLAM and the motion estimation module.
However, for simplicity, motion estimation will remain a separate module.
According to equation II.5, we can use the state vector obtained from the
motion estimation module for prediction:

o T vz At
Yo |=1y]|+|v,At
Bo 0 wAt

The above equation can be used to update the full state vector:

26 T - [IWAN

v Y 100 0 0 v, At

g 1l=10]l+[({0 1 0 O 0 WAL
0 0 1 O 0

The above equation describes the state prediction. It is worth noting that
in this case it is linear, because the velocity vector v, = (vy,v,)” already
contains information about the direction of velocity, so there is no need to
determine it based on the current orientation. The F2 matrix allows you
to update the pose without changing information about map elements. It
remains to determine the Jacobian matrix for the above function, which is

given by:
G, o
o= (% 1)
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where
vz At 1 0 At
=1+ g |wAt] =10 1 At
' WAt 00 1

T v At

GL=5-25r v+ |vsrt

N AV WAL
(111.2)

Performing the update step requires determining the predicted obser-
vation. We assume that it is known which element corresponds to each
observation from z! = (v}, ¢:)". In the case of the first observation of a
given element, you only need to initialize its position:

ﬁ',x _ ﬁt,:c Y COS((}%)T; +ﬁt,9))
(ﬁjy> B (ﬁt,y) T (Sin(@)l +ﬁt,9)

In case the element has been previously observed, you need to determine
the predicted observation for the given element:

()65
8y My = Hi oy

q=467¢
2 = hlus) = Voo
¢ = M=\ arctan 2(0y, 0z) — 1t,0

All that remains is to determine the Jacobian matrix H;. According to
the lecture on EKF SLAM from [15], the H; matrix for a given element
7 is:

qg=46%¢ (I1L.3)
~  Oh(w) 1 [(—G. —/30,0 Jis /7O
j o _ 4 y y
Hi = 50 = q( /: Van Vi V) ana
100 0-0 00 0--0
01 0 0000 0---0
loo 1 00 00 00
Fei=10 0 0 0--0 1 0 0---0 (IIL.5)
000 0-0 01 0---0
—— ——
2j =2 IN = 2j
Hg:l}ng,j

The time and memory complexity of the simultaneous localization and
mapping algorithm based on the Kalman filter depends on the number
of map elements. Both time complexity and memory usage are O(n?).
Because the module is supposed to work in real-time and is implemented
on an embedded system, whose resources are severely limited by other
modules operating simultaneously, it was decided to look for a better
solution than EKF SLAM even if for [4] solution was working.

IV. PARTICLE FILTER

The Kalman Filter presented earlier only accepts normally distributed
models, which is a significant limitation, especially when the modeled
phenomenon’s distribution deviates significantly from normal. An example
of a filter that assumes an arbitrary probability distribution, even one
from which sampling is not straightforward, is the particle filter. In a
particle filter, a given distribution is represented by a finite number of
samples (particles). States with more particles have higher probabilities.
Additionally, each particle may be assigned a weight to indicate its
likelihood relative to others, reflecting the state’s probability.

However, a drawback of this representation is its computational com-
plexity. A large number of particles is required to accurately approximate
the probability distribution. Specifically, the accuracy of a particle filter

I 1 A

Fig. IV.1. Example of a particle filter on a distribution defined by f(x). The samples
(particles) are there condensed in places of greater probability. red if f(z), — are
samples

is directly proportional to the number of particles used. Moreover, if the
model exhibits a wide distribution (high noise), more particles are needed
compared to a model with a narrow distribution (low noise). This contrasts
with the Kalman filter, which performs consistently well regardless of the
distribution’s width.

Thus, a particle filter consists of a collection of particles, where each
particle corresponds to a sample from the probability distribution of a given
model and represents a hypothesis about the state in which the model

resides:
X — {<xm wm>}
’ j=1,--,J

Above equation describes the set of particles comprising a particle filter.
Here, z) denotes a state hypothesis with weight whl, Figure IV.1 provides
an example of such a sampling distribution.

The particle filter provides a solution for representing unconventional
distributions by utilizing particles. However, if the distribution in question
does not facilitate straightforward probability-based sampling, efficiently
creating a population of particles can be challenging. The particle filter
addresses this issue through importance sampling, a technique for approx-
imating a target distribution using another distribution from which efficient
sampling is feasible. Particles are sampled from this proposed distribution,
denoted as m:

20~ 71.(x[j] [..)

where j indexes the particles. Typically, 7 could be a distribution like
the normal distribution, which allows for efficient sampling. The weight of
each particle is then determined based on its compatibility with the target
distribution p, as depicted in Figure IV.2:

) t (2]
Wl — _targe (zV)

= IV.1
proposal(zlil) (v

The final step involves resampling, where a new population of particles is
generated based on these weights. Particles with higher weights, indicating
better fit to the target distribution, have a higher likelihood of surviving
in the resampling process. This procedure condenses states with higher
probability under the target distribution by sampling new particles from
the proposed distribution.

An efficient algorithm for this process is Universal Stochastic Sampling,
which allows linear-time sampling from a given distribution. Figure IV.2
illustrates the process of sampling using the proposed distribution 7(z)
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Fig. IV.2. Sampling using the proposed g(x) distribution and then determining
sample weights using a given distribution f (x). Probable states will be condensed
after resampling for the distribution f(x). red is f(z), blue is g(x) — are samples

and determining weights using the target distribution p(z). If all particles
have identical weights, the resulting population would be identical as well.

The particle filter algorithm is outlined in pseudocode 3. Particle filters
are employed in various localization algorithms, such as Monte Carlo
localization, particularly effective when dealing with distributions that
deviate significantly from normal. An example scenario is bimodal local-
ization, where there are two highly probable locations where a robot might
be situated. This situation arises in maps containing multiple identical
rooms, where without additional information, the robot cannot definitively
determine its precise location, leading to particles being distributed across
potential rooms.

Algorithm 3: Particle Filter
Input: X;_1,u, 2t
Output: X

1 Xt = @, X = @;

2 for j =11t J do

3 > Sampling from proposed distribution
4 | sample 2! ~ (2 |..);
, Ll
s | owll= wf;gfn.?,);
6 | X=Xou{ )
7 end for
g for j =110 J do
9 > Resampling
0 | getie{l,...,J} with probability w’, add z!" to X;;

11 end for
12 return X;;

V. FASTSLAM

Trying to solve the problem of simultaneous localization and mapping
using a particle filter reveals a challenge: poor performance in high-
dimensional states. To illustrate, estimating a state space with numerous di-
mensions requires an exponentially large number of particles. Specifically,
the particle count increases exponentially with the number of dimensions.
Since SLAM inherently involves estimating both the robot’s pose and the
positions of map elements, where each map element adds dimensions to
the state vector, particle filters are impractical for estimating even small

Tt41

Fig. V.1. Mapping relationships with a known robot path. All map elements become
separated from each other independent. No path from one element to another passes
through an unknown value.

maps with a few dozen elements. However, they are suitable for estimating
the robot’s pose, which led to the design of the FastSLAM 1.0 algorithm.

FastSLAM 1.0, introduced in 2002 by Michael Montemerlo and Se-
bastian Thrun [5], leverages a key insight into the mapping problem.
Specifically, when the robot’s path is known, map elements become
conditionally independent. This means that given the vehicle’s current
position, each map element (e.g., cones) can be estimated independently
of others, as shown in Figure V.1. Consequently, the SLAM problem can
be decomposed as follows:

p(x1:, M | 21, uiee) = p(T1ee | 2108, e) P(macas | T1ity 210¢)
M

=p(x1:t | 211, U1:t) Hp(mz- | ©1.¢, 21:¢)

i=1
(V.1)

Thus, each map element’s position can be estimated using a separate
2x2 EKF covariance matrix, rather than a single large EKF with an MxM
covariance matrix, thereby speeding up map updates from quadratic to
linear complexity.

However, the robot’s pose is not known a priori. To maintain this pose
uncertainty during map updates, a particle filter is employed to represent
the pose. Each particle estimates the robot’s pose and maintains its own
map, where each map element is represented by a separate EKF. The
particle filter takes the form:

X = {<w£n]nu'[17jlv Ell?lv ] ,LLE\Z]’“ Eﬁ]’t>}n:1,m N

Here, only the pose is included in the proposal distribution, while each map
element is represented by a normal distribution. This approach is known
as Rao-Blackwellized particle filtering.

When updating the vehicle’s position using the state vector from the
motion estimation module, new particle positions are sampled based on
the motion model:

[n]

al [n] )

~ p(l’t | Ly_1, Ut

This operation causes particles to spread out, increasing uncertainty about
the vehicle’s position. Subsequently, upon receiving observations, the
weight and map update for each particle are determined. Observations are
more aligned with particle maps closer to the true state, hence the weight
of each particle is determined based on the difference between predicted
and actual observations:

exp (~4(z — 2") Q7 (20 — 21))
@n)7IQl

Wl —

(V.2)
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where z[ is the predicted observation for the given particle. The
derivation of this formula from equation IV.1 can be found in [2].

Map updates are performed separately for each particle, as each particle
maintains its own map. Since each map element is stored as a separate
2x2 EKF, updates are executed independently for each element, resulting
in N - M EKF updates.

Finally, resampling is conducted based on previously computed particle
weights. This concentrates particles in more likely states while reducing
particles in less likely states. New particles inherit both the position and
map from their parent particle; however, map information is not shared
between particles, only their common history.

VI. SIMULATION

To test the operation of the algorithms before implementing the module
in an autonomous system, a test application was implemented. Its purpose
was to get acquainted with the algorithm and a comparison of possible
solutions for its implementation.

Fig. VI.1. On top: EKF SLAM on Skidpad mission, below: FastSLAM working in
simulation and benchmark environment (left). On the right loop closure attempt, blue
line is the odometry path, SLAM path in red and path is the real simulation
trajectory of the car. The odometry-only localization problem can be seen very
quickly as it begins to diverge from the real path very quickly. The dashed
line indicates the range of perception, gray crosses mark map positions of mapped
landmarks / cones

The test application was written in Python and the matplotlib library
was used for visualization. It was decided to implement the FastSLAM
algorithm in version 1.0 instead of version 2.0 due to the lower complexity
of the first version. This allowed to achieve the intended effect with
less effort, without the need for additional debugging of a complicated
part of the code that should be implemented in the second version. This
allowed us to quickly get the test application up and running. The map
is randomly generated by the test application. It is based, similarly to the

target implementation, on landmarks. The robot moves along a predefined
path. This path circles the map (Skidpad), which makes it possible to test
the loop closure. Perception and odometry readings are simulated in the
application along with the corresponding noise. This allowed for effective
testing of the algorithm’s operation in conditions similar to those present in
the default implementation The test application turned out to be a success
and allowed the author to familiarize himself with the operation of the
EKF SLAM and FastSLAM algorithms, the evaluation of the algorithms
and the problem of simultaneous localization and mapping. The operation
of the application is presented in Figure VI.1

VII. RESULTS
A.  Performance with Increasing Landmarks

o FastSLAM: Shows varying pose errors with decreasing landmarks
number. Notably, the pose error tends to decrease slightly as the
number of landmarks decreases, indicating the pose correction when
it comes to more reference cones. This is evident in the error bars
which represent the variability across runs or simulations.

o EKF: Displays a steady trend where the pose error also fluctuates
in 50 landmarks but generally shows lower error values compared to

FastSLAM.
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Fig. VIL.1. Pose error comparison based on landmarks number (82 skidpad).

VIII. SUMMARY

The basic goal of this work was achieved, the analysis of simultaneous
localization and mapping algorithms that are able to correctly map the
Formula Student tracks. However, it was not possible to optimize the mod-
ules’ performance and configure them optimally. As a result, the modules
are not reliable and consume significant amounts of computing resources,
which means that there are situations when they are unable to operate in
real-time. Moreover, the implementation and tests of GraphSLAM were
not performed which was one of the main goals of the research mostly
because of the complexity of the algorithm and lack of time.

Thanks to the work done during writing, By analyzing the problem
of simultaneous localization and mapping in this work, the author knows
where to look for problems with the operation of algorithms and in which
directions to push its development.

The goal of implementing a more advanced module (GraphSLAM) so
that it would work during real driving of the RT15e car at the Formula
Student competition in 2025 remains valid. The author will make every
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effort to ensure that the module and the entire autonomous system are
ready for the competition in 2025.
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APPENDIX A
PWR RACING TEAM

The PWR Racing Team was the first established Polish Formula Student
team. It has been operating continuously since 2009 by the Wroctaw
University of Science and Technology. Throughout its history, the team
has constructed 12 combustion cars, achieving podium finishes numerous
times. Last year marked the end of this era, as the team with RT11B secured
2nd place in the competition held in Michigan, USA. Additionally, the car
is still being utilised by the team for various purposes, including driver
skill development.

In March 2020, the team initiated the concept of an electric car with
autonomous driving systems. As a result, two such constructions have
already been built, being part of a 4-years development plan for an
efficient transition into the electric era. It describes the desired goals of
each particular construction. The purpose of the first car, a development
platform, was to introduce the team to entirely new systems related to
the construction of electric vehicles. The subsequent one aimed to utilise
the acquired technologies to improve critical, non-functioning components.
The victory of RT13e in one of the competitions demonstrated that the
direction taken by the team was correct.

As part of the plan, adjustments have been also made to the team’s
structure for the electric car project, along with investments in infrastruc-
ture to enhance the efficiency and safety of team members. The introduced
structure in the previous season fostered interdepartmental collaboration.

Drawing on the experience accumulated over many years of operation,
the PWR Racing Team is participating in five editions of competitions in
2024 with the RT14e race car.

APPENDIX B
AUTONOMOUS SYSTEM MASTER UNIT

One of the decisions taken at the beginning of the development process
was to choose the main computing unit, responsible for perception, estima-
tion, and decision-making for the car. In terms of the design assumptions,
the team wanted a unit that is compact and easily integrated with ROS 2
software and hardware via industry-standard interfaces. The unit needs
sufficient computing power to keep up with vehicle speed while receiving,
processing, and sending all the necessary data. In the end, the team chose
NVIDIA Jetson AGX Orin for the following reasons:

« very good specification for its size and price

« compact design alongside required interfaces such as CAN, USB 3.1,
and Ethernet

o great ROS 2 and other Linux software support

« extensive documentation

« NVIDIA SDK for image processing

« experience with the previous version of the unit - Nvidia Jetson Xavier



